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Content in numerous Web data sources, designed primarilydfiman consumption, are not directly amenable to machine
processing. Automated semantic analysis of such conteilitdtes their transformation into machine-processatvid
richly structured semantically annotated data. This paescribes a learning-based technique for semantic asaysi
schematic data which are characterized by being tempkxtergted from backend databases. Starting with a seed set of
hand-labeled instances of semantic concepts in a set of Agspthe technique learns statistical models of theseeptsic
using light-weight content features. These models difeetannotation of diverse Web pages possessing similarmonte
semantics. The principles behind the technique nd appfibeain information retrival and extraction problems. Feed
Web browsing activities require only selective fragmerifgarticular Web pages but are often performed using booksnar
which fetch the contents of the entire page. This resultsformation overload for users of constrained interactiaueality
devices such as small-screen handheld devices. Fineegraiformation extraction from Web pages, which are typjcal
performed using page speci ¢ and syntactic expressions/kras wrappers, suffer from lack of scalability and robussne
We report on the application of our technique in developmgantic bookmarks for retrieving targeted browsing conten
and semantic wrappers for robust and scalable informatitaaion from Web pages sharing a semantic domain.
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(a) (b)
Figure 1: Fragments of (a) New York Times home page (b) WagbimPost home page

1 Introduction

The growth of the Web has resulted in enormous amounts ofdéitg represented in hypertext format. Markup languages
such as HTML and XML have become the lingua franca of the Wab.ortler to analyse the information content in
these documents, query languages and systems have be&pdeMer extraction while retrieval mechanisms have been
signi cantly improved to deal with the scale of the Web. Maodesearch engines routinely index billions of hypertext
documents using rich features extracted from their grapitsire as well as content.

In spite of the success of these systems, it is becomingasirgly evident that they have to evolve in order to analyse
information in the next generation Web. The Web today is mgé a static collection of documents. Rather it is becoming
a medium for interactive and oftesutomatedexchange of content as exempli ed by the growth of e-commeites.
However, current extraction and retrieval systems do rtetrgit to uncover the meaning of content and, hence, are ill-
equipped to handle such automated information exchangghdrt, Web database and information retrieval systems have
come up against th&yntax barrier- treating data purely on the basis of its structure and edntghout any understanding
of its semantics The move towards next generation information systemshweiltiriven not just by document syntax but
also, and even more so, by its semantics.

The Semantic Web [9], an endeavour to associate semantid¢gliocontent, proposes a vision for next-generation
information networks where content providers de ne andreltaachine processable data on the Web to enable a variety
of automated tasks ranging from information integratioleb services. There have been signi cant activities inding
the technological infrastructure for realizing the Seri@Web vision and applications based on it. Notable effartdide
developing Semantic Web knowledge representation laregusigch as OWL [1] and efforts to extend them with rule-based
capabilities [63]. These knowledge representation ansorgag systems assume that documents will be annotated with
metadata expressing the meaning of their content. Conatlgube development of the Semantic Web hinges on content
annotation techniques. Early solutions, such as SHOE [B88]@ntoBroker [30, 67], to this annotation problem were
based on hand-crafted ontologies and graphical editot$abiditated manual mapping of unlabeled document segstent
semantic concepts. However, scaling semantic annotatditarger document collections in the Web requires develtppin
more automated metadata creation techniques.

The very nature of the Web, with pages being authored in adféghion by millions of users, makes the problem
of automating semantic annotation a challenging task. Wewéhere exists a vast quantity of data in the Web which are
database generated and possesdicit schemas These kinds of pages are increasingly common nowadays siost
content-rich Web sitese(g, news portals, product portals, etc.) are typically mairgd using information management
software that creates HTML documents by populating terepltbom backend databases. Due to being template generated,
a schematic Web page is characterized by content being iaeghwith respect to the (implicit) schema of the template.
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Figure 1(a), depicting a screen shot of the New York Timestffzage, is an example of a template-based content-rich
HTML document. Observe that it has a news taxonomy (on thdriehe gure) which rarely changes and a template
for major headline news items. Each of these items begirts avhiyper link labeled with the news headlireeq, “Bush
Aides ...") followed by the news source.§, “By Philip ...”), a time stamp and a text summary of the aetie.g, “The
commission investigating ...”) and (optionally) a coupfepointers to related news. Discovering the logical stroetof
such a page and organizing the content around it enablesdhpigg together of related items. This facilitates rekliy
easier semantic annotation of schematic Web page contemnasared to pages scripted in ad-hoc fashions. This paper
addresses the problem of automated semantic annotatichefstic data.

Our approach to semantic annotation is based on the simplgskbiul observation that semantically related items in
a HTML page normally exhibitonsistency in presentation styadspatial locality. Note the consistency in presentation
style of items in the news taxonomy in the left corner in Fgi(a). The main taxonomic items, “NEWS”, “OPINION”,
“FEATURES, ..., etc., are all presented in bold font. Aleteubtaxonomic item®(g, “International”, “National”, “Wash-
ington”, ..., etc.) under a main taxonomic itemd, “NEWS") are hyper links. This kind of consistency in pretsion
style has a very strong manifestation in the Document Olyjeiel (DOM) tree of an HTML document. For example,
Figure 2(a) is a fragment of the DOM tree for New York Times legmage shown in Figure 1(a). The root-to-leaf sequences
of HTML tags for the nodes “NEWS” and “FEATURES” are exacthgetsame, as are the sequences of HTML tags for the
nodes “International”, “Arts”, etc. (font tags with diffent attributese.g, size, are distinguished using different subscripts
in Figure 2(a)).

Spatial locality in a HTML page and its corresponding DOMet@n also indicate content similarity. For example,
when rendered in a browser all the taxonomic items in New Yorkes are placed in close vicinity occupying the left
portion of the page (see Figure 1(a)). In the correspondidyDree, all these taxonomic items are grouped togetherrunde
onesinglesubtree rooted at thiable node (see Figure 2(a)). Similarly, all the major headlinegséems are clustered
under a different subtree rooted at tidenode (shown circled in Figure 2(a)). These observationgwsed to develop a
structural analysis technique [54] that groups togethmesgically related elements in a HTML page into an unlabéieel
of partitions (see Figure 2(b)).

The partition tree generated by structural analysis groogesther related items and discovers the logical orgabizat
of the corresponding document's content. Assigning seiméattels to the elements of this logical organization ressun
semantic annotation of the page. In contrast to other w@ks33, 58, 39, 32] which use domain ontologies for semantic
labeling, we have used a more scalable learning-basedagpro

Observe from Figures 1(a) and (b) that there is consistengseisentation of semantic concepts even among documents
drawn from different sources. For example, the taxonomysneamcept in both New York Times and Washington Post are
characterized by the words “NEWS”, “OPINION”, “Businesgtc. Moreover the presentation style of this concept, with
taxonomic items (such as “NEWS”) appearing as text and axnbromic items (such as “National”) appearing as hyper
links, is also consistent in both the pages. The implicatiothat such consistent presentation styles exhibit disegr
featuresof a concept that can facilitate its identi cation in unldbe HTML pages. Furthermore, a consequence of spatial
locality is that semantically related content elementsappinder a common node in the unlabeled partition tree {leeg.
“group” node, enclosed within the solid circle in Figure R(orresponding to taxonomy news). The degree of simylarit
between the content in the subtree rooted at the common molde@se rooted at its children is “higher” than those roated
its siblings. (e.g. the group node, enclosed within the ddslircle in Figure 2(b), corresponding to major headlinmss).
This differenence in content similarity can be used to m&lgidemarcate the boundaries of semantic concept ingtémce
partition trees.

The above observations were used to develop a highly autohhaarning-based algorithm for identifying concept
instances in content-rich HTML documents [53]. The inputi® algorithm is a set of hand-labeled concept instances fro
HTML pages. Based on this “seed” the algorithm bootstrapsrarotation process that automatically recognizes urgabel
concept instances in new HTML pages and assigns semangis kabthem. The annotation process generates the semantic
partition tree (Figure 2(c)) from the structural partitibae (Figure 2(b)). An important aspect of the algorithmhigttit
does not use hand-crafted ontologies.

The success of the Semantic Web not only requires the deweloipof principles for content annotation but also the
applications of these principles to solving real-world geons. One of the applications of our algorithms for sentanti
understanding of HTML content has been to focused and teqetirowsing in hand-held devices. The narrow bandwidth
of communication in small form-factor hand-held devicekasathe development of systems for effective content access
in them an important task. Traditionally, repetitive bravgsactivities are effectively performed using (syntacbook-
marks. However, since a bookmark fetches the content of tire &lleb page, it results in severe information overload in
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a small-screen size hand-held device. The use of semantitdes developing bookmarking systems [52] which retrieve
only the content of interest in a Web page. Furthermore, simbookmarks can act across pages in the same content
domain. For instance, a semantic bookmark of “major headigws” can be learned from a set of training Web pages and
executed to fetch content not only from the training pagdsalso from any other page in the news domain. Along the
lines of traditional bookmarks, which retrieve a whole pa§eontent, semantic bookmarks are more suited for retrggvi
large chunks of content such as headline news or sports m¢gvsiHowever, often there is a need to extract ne-grained
information from Web pages. For instance, a comparisonghgpportal might be interested in extracting product ngmes
manufacturers, and price from various different Web pagesomating such ne-grained information extraction taks
been a signi cant driver behind the explosive growth in Widntered e-commerce where 114.1 million adults searched
for product information on the Web last year, and 98.9 millaf this group went on to make purchases either online or
ofinel. Wrappers [43], which are page-speckgntacticexpressions, have been widely used for information extmact
from Web pages. However, wrappers suffer from lack of sdthabecause of their page speci city. Moreover, due toithe
syntactic nature, they are brittle to structural variasionthe pages and are hence not robust. The techniques pdegéio

our analysis framework have also been applied to build sémamappers — systems which work on the semantics of the
content rather than just the syntax and are able to extractgaly even when pages change structurally.

Our research is based on our previous published work in [58], and [52]. The work in [54] described the structural
analysis technique for organizing the content of a Web pageral its logical structure and annotation of these stnestu
with respect to manually crafted domain ontologies. Thekwoi{53] applied machine learning techniques for more au-
tomated semantic annotation while [52] outlined the agpiin of the technique to semantic bookmarks. The primary
contribution of this paper is fusing a holistic frameworkrr the techniques discussed in the published work. The frame
work is generic and can be adapted for automated semantigsenaf schematic content for a range of applications such
as bookmarking and wrappers.

The rest of this paper is organized as follows: Section 2qmssthe technical details of our semantic annotation
framework while Section 3 describes the application of tlaniework to semantic bookmarks and semantic wrappers.
Section 4 presents experimental results while related wondkdiscussions appear in Section 5 and Section 6 resggctive

2 Learning-based Semantic Annotation

As mentioned in the previous section, the goal of semantiotation is to identify instances of concepts in Web pages
belonging to a common domain. Our approach to semantic atiaotrests on two processes: (i) inferring the logical
structure of Web pages via structural analysis of their @nf54], and (ii) learning the salient features presenthia t
content of the partitions in the logical structures to tstatistical models of semantic concepts [53]. These maielssed

to identify concept instances in partition trees of Web gagearing similar content semantics as those of the trapagegs.

We review the ideas underlying these two processes in titisdbe

2.1 Structural Analysis

Structural analysis is based on the observations on censigin presentation style and spatial locality. Consistan
presentation style can be captured by associdyipgsto nodes in a DOM tree. Types in our system are either primitiv
types or compound types in the formsdq T, ::: T,,) where eacH; is a type. Each leaf node in a DOM tree is associated
with a primitive type, which concatenates all the HTML tagstbe root-to-leaf path to this node. Intuitively, a primgi
type encodes the presentation style (including locatiah\asual cues such as font type and size) of a piece of text that
corresponds to a leaf node in a DOM tree. For example, in thdD@e fragment of Figure 2(a), all the leaf nodes
corresponding to the main taxonomic items, “NEWS”, “OPINIQ“FEATURES”, ..., etc., have the same primitive type,
T tr td table tr td img. All the subtaxonomic items under each main taxonomic iteach as “International”,
“National”, ..., etc., under the “NEWS” item, also share aptive type,T,: tr td table tr td a fontyg.

Spatial locality among semantically related items can heuwrad by propagating types bottom-up and discovering
structural recurrence in type sequences. This is accohguliby compound types. A compound type summarizes the
structural recurrence information of a subtree rooted ahtemnal node. Note that in Figure 2(a) the subtree rooteleat
(circled)table node groups together several main taxonomic items eachiohigfollowed by a number of subtaxonomic
items,i.e., the entire taxonomy is clustered under thiisgle DOM subtree. Propagating types bottom-up, the sequence of

http://www.shop.org/learn/statssshopgeneral.asp
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Figure 2: (a) DOM fragment of the New York Times home page (blebeled Partition tree of the corresponding fragment
(c) Semantic Concept Tree of the corresponding fragment

types belowtable can be denoted by, T>T,::: T1ToT2:::. In this string, thesequential patternT, T, (here denotes
Kleene closure), exactly captures the structural receg@mformation of each semantic unite(, a main taxonomic item
followed by a number of subtaxonomic items). In our type eystthe sequential pattefy T, is generalizedas the
compound typese T, T2), which is assigned as the type of ttadle node (circled) in Figure 2(a).

Discovering sequential patterns in a type sequence is lmastte notion ofnaximal repeatingubstrings. Informally,
a maximal repeating substring should be, rst of all, a rejpepsubstring that covers a majority of elements in the sega.
In addition, its coverage should be maximized and its lemgjtiimized (under the prerequisite that its coverage be maxi
mized). In the sequel, we will udd aximalRepeatingSubstring (S) to represent any algorithm that returns a maximal
repeating substring of the input striggif there is one. Otherwise, we assume that it returns the estphg".

The above notions on types and maximal repeating substairggbrought together for structural analysis of a DOM
tree. Speci cally, to transform the DOM tree of a HTML documénto an unlabeled partition tree, we initially assign
primitive types to all the leaf nodes and then restructueettde bottom-up. During the process of restructuring, terial
node with only child inherits the type of its child while thgoe information of a node with multiple children is computed
using algorithmAnalyzewhich performs a pattern discovery on the children type eage.

The algorithmAnalyze takes an internal node, as input. Its main function is to discover structurally g&nitems
among all the children of and restructure the subtree rootedhaccordingly. Because our algorithm climbs up a DOM
tree from leaf nodes to the root, structural similarity may e discovered until it reaches a hode close enough to tie ro
Therefore, we associate a boolean attribntepattern , with each node to signal whether a structural similarititgra has
been discovered at this node. The value of this attributgtislized tofalse for each node. However, if a pattern (or type)
is not found at a node, then it®_pattern attribute is set térue (Line 19).

In Lines 1-6, all the child nodes ofare collected into a sequence, which will be partitioned segmantically related
items later if they share structural similarity. But if weceninter a nodeg, whoseno_pattern attribute has the valugue
(which means a pattern is not found at this node), then we rativibe child nodes ot into this sequence for further
processing. Note that when the algoritifnalyze is invoked on a node, all of its descendant nodes are alreguyt
Intuitively, since the type of a node summarizes the stmgotdi the subtree rooted at that node, analysis of the seguEnc
sibling types is essential for structural similarity patteiscovery, which is done in two stages by our algorithm.

In the rst stage, consecutive nodes having the same typedltapsed into a single node (Line 9). The intuition
behind this is that they all relate to the same item. We wikréo such nodes which bring together identical typegrasp
nodes. Next, in Line 10, an attempt is made to nd a maximaéeging substring of the string corresponding to the type
sequence 0% (returned byT ypeStr(S)). If such a substring does not exist (hence no structuralasiity), then the loop
in Lines 8-17 is exited and theo_pattern attribute of the current node is settirme (Line 19). However, if a maximal
repeating substring,, is found and contains at least two elemenijs > 1), then the sequence of consecutive nodes
whose type sequence matchegs merged into a new node created by the procetileN ode (Lines 12—-16). The rst
argument ofN ewN ode contains the sequence of nodes to be merged while the semgumient indicates the type of this
new node. We will refer to these created nodes which bringttegy each instance of a repeating patterpaternnodes.
The above collapsing-discovering-merging process isatggeuntil it cannot be performed any more.
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In the second stage (Lines 21-23), the last pattern disedwduring the rst stage is used to partition the remaining
sequence of nodes further. This is a simple heuristic thatppdy to handle variations in document structueeg { missing
data items). Note that if contains only one type, theviewT ypg ) returns directly; otherwise, it returns the compound

typeseq ).

Algorithm Analyzef)
input
n : an internal node in a DOM tree
egin
S =the sequence of all the child nodesof
for each node in S do
if c:no _pattern =true then
Replace with the sequence of all the child nodesoof
endif
endfor

do
Collapse adjacent nodesSnwhich share the same type.
10. = MaximalRepeatingSubstring(Type 8}
11. if 6 "then = endif
12. ifj j> 1then
13. for each substring in S such that TypeStr() = do

COoNOAPONRLD

14. Replace with NewNode( ,seq( )).

15. endfor

16. endif

17. whilej j> 1

18.if = " then

19. nino _pattern = true

20. else

21. PartitionSinto o 1::: m,where TypeStr()= .
22. for each  doReplace ; with NewNode( ;, NewType()). endfor
23. nitype =NewType()

24. endif

25. Make the nodes i the new children of.

end

Now we illustrate the working steps of the algoritthnalyze using an example. For simplicity, we will just show
how it manipulates a sequence of types and omit other defailspose the type sequencesab T1 T2 T3 T2 T3 T4 T1ToT3Ts
immediately before the algorithm executes the loop staudin_ine 8.T, T3 is a maximal repeating substring. Let us use a
new typeTg to denoteseq( T.T3). Then after the rst iteration of the loop, the type sequebeeomes 1 TgTgT4T1 T Ts.

The rsttwo occurrences 0fg can be collapsed into one, resultinglifiTg T4 T1 Te Ts, in whichT; Tg is @ maximal repeating
substring. Again, we use a new type to represenseq T, Tg). So after the second iteration the type sequence becomes
T, T4T;Ts and the loop terminates. It is not hard to see that theTisand the followingT, will be put into one partition

and the rest into another partitiofy; is the type assigned to the current node.

However, structural analysis may not always yield correatifions corresponding to concept instances, especially
in the presence of structural variation. In particular, &malysis based on maximal repeating substrings alone diies n
guarantee complete partitions. For example, in Figure, 1k&) second major headline news item starting with “Mix of
Pride ...” has a pointer to related news while the rest do hotoking algorithmAnalyzeon thetd node in Figure 2(a)

(shown circled which contains all major headline news itegiges sequencs: Ty ,Where = seT1T2T3);
T1;T2; T3; T4 corresponds to news title, source, text summary, and psitterelated news, respectively. The correct
partitions corresponding to the four major headline neatssi should b®; = ,P, =  T4,P3= ,andP4 = , such

thatS = P; P, P3 P4. However, with only structural information, it becomesdiliiit to identify the proper demarcations.
We resort tdexical associatiorto relate twoconsecutivepieces of raw text by examining whether they contain common
or related words (after dropping “stop” words such as “thather directly or via synonym relationships. This is a tigh
weight linguistic processing technique for identifyingahsegments of related text. It is implemented in our sysateing
WordNet [51]. For instance, observe that in partit®y) the text associated withand the followingT, share the common
word “lIraq”. Lexical association identi es such word comnalities and, hence, facilitates the merging adnd T, into

one semantic unit.

2.2 Feature Extraction

Our learning-based framework is based upon training stztlanodels of semantic concepts. These models are learned
from user supplied examples of concept instances in a seaiofrig partition trees. The rst task at hand is to extract
features from these examples. The feature space is drawntdoth the content of the partitions as well as the style with
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which the content is presented. Given a npgén the partition tree, feature extraction generates a fistgns, ;p, i pairs,
wherens, ., is the weight of featuré; in px. In our development of feature extraction we divide thedeaspace into two
broad categories, namelynstructuredandstructuredfeatures described as follows.

Unstructured Features: After eliminating stop-words the bag of words in the paotititree constitute the unstructured
elements in the feature space. Each feature element imadsigweight at every node in the partition tree. To undedstan
how weights are assigned we make a few observations.

Usually the labels of (small) partitions deep in a partitigee are provided by Web site designers in the documertt itsel
(e.g, "BUSINESS,” “NATIONAL” ..., etc. appearing in the third d@mn in Figure 1(a) which are instances of the category
news concept). We should assign a relatively higher weiglsiich words since they are in some sense the “constant
features of the template. When such a label is present in andgeat, it is usually the rst item in the partition; the
remaining items are all semantically related. When coutitrg the partition tree these remaining items become wild
of a group nodejo and the rst itemp;o becomes the sibling qfie. Together they appear as the children of a pattern node
pi. (See illustration of this process in Figure 2(b) for taxarymnews). Taking these weight impacting factors into actoun
we use the f%llowing function to assign weights to an unstmex featurd; at a nodey having ,, children:

Ntipot , if pc has two
% po  Nfipyoo childrenpyo andpyoo
p andpgo is a group node
Nfip = Po Nti:pyo , for all other
internal nodegy
number of ,ifpc is a

occurrences df;  leaf partition

The summation in the second case ranges over all the chipdrefip, . For instance, in the partition tree corresponding
to the page in Figure 1(a), the feature “BUSINESS” with n@nezweight will be associated with a node that will be a
sibling of the group node denoting the set of links “Dow prsitie “Oil prices..”, and “G.M..”. The weight of the feature
“BUSINESS” will be increased by the number of this group riedhildren (which is 3 in this case).

Structured Features: Whereas unstructured features represent important woadsppear in the textual content of par-
titions, structured features capture the presentatiosytGts of their content. For instance, in Figure 1(a), eaajom
headlines news item is presented as a link (“Bush Aide$ollpwed by two consecutive text strings (“By PHILIP..”, e
commission..”), and an optional link (“Complete..”). Akettly speaking the presentation style is captured by theesece:
link text text ?link where?link means that thisnk may not always be present in all headline news items (akineo t
? operator used in the language of regular expressions).

Formally we say that dnk element (denoting a hyper link) andext element (denoting a text string) in a HTML
document arbasic structural elements (bse)A complex structural element (cs8)a sequence of one or mdree's The
structured features in the feature spacecaees

Just as we assigned a weight to unstructured features 3tmevee we will also assign weights to structured features.
Note that the structured feature of a leaf nodelisewhich is either dink type ortext type since leaf nodes in the partition
tree contain either hyper links or text string¥ve propagate the structured features of the leaf nodes upethéo construct
the structured features of the internal nodes and assigghigeio them. The structured features of internal nodes ae¢ a
of cse's They are constructed thus: If an internal node is not a pattede then its structured feature set is the union of it's
children’s structured features. The weight of each feaitutkis set is the cumulative sum of the feature's weight ioheaf
the node’s children. Recall that a pattern node denotessarioe of a repetitive pattern mined by structural anayss
it re ects the presentational style of semantically reteédements. So the structured feature of a pattern node @nelokt
by concatenating the structured features of its childrémceSwe want to make a determination of concept instancegjusi
features that will always be present, features represgtiimoptional aspect of the pattern are omitted.

Formally, if pc is a node withpy, ; ::3; pk,, as its children then it's set dfstructured feature, weightpairs, Fpy, is
de ned to be:

2We do not use other leaf elements such as images, etc. inaturdespace
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Figure 3: Top 25 Features and their Probabilities for thee@aty News concept model (a) with words (b) with structured
and unstructured features

8 Picm ) . )
fl ¢ Hy; j=1 Nfip 19 if px is a non-pattern
internal node and the
% union is over alff; in
Py 0 Pren
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[r,Hi; 12" N, ig  andfy, is anon-optional
feature ofpy,
fhlink; 1ig , if px is alink leaf node
fhtext; lig , If px is a text leaf node

For instance, in Figure 2(b), the leaf partitions “Bush Aidg “By PHILIP..”, and “The commission..” have structdre
featuredink , text, andtext respectively. Similarly, the leaf partitions “Mix of..”"By JEFFREY..”, “U.S. political..”, and
“Complete..” have the featurdisk , text, text, andlink respectively. Structural analysis on the entire sequeho@ar
headlines, shown in Figure 1(a), yields the set of strudtteatureghlink text text; 1i;Hink; 1i;hext; 2ig for the rst
pattern node. Similarly, the set of structured featuretfesecond pattern noddldink text text; 1i; Hink; 2i;hext; 2ig.
Note thelink element denoting “Complete .."” is optional and hence isatided from the structured feature set of the
2nd pattern node. Finally, the set of structured featurébeagroup node (considering these two pattern nodes only) is
fhlink text text; 2i;Hink; 3i;hext; 4ig.

2.3 Concept Model

We now develop a Bayesian model for concept identi catiosdzhon the features de ned above. This model will be
learned from manually labeled examples of concept instance

The models are based upon probability distributions ofcstmed and unstructured features. A collection of partitio
trees whose nodes are (manually) labeled as instancesssetnaéning set for learning the parameters of these digtoibs.
Recall that feature extraction from a ngukein the partition tree yields the set bff; n¢, .5, i pairs. Given a sdt of labeled
nodes that are instances of concgpthe probability of occurrence of a featurein ¢; is de ned using Laplace smoothing
- Pl el
P(fiig) = P Bl

i=1 e k=1 nf. P + JFtrain J

whereFqqin  denotes the set of features present in the training instande

Figure 3(b) illustrates the probabilistic distributionsifuctured and unstructured features for the category news
cept model while Figure 3(a) shows the corresponding mosiebuonly words as features. In both cases, the model was
trained from?2 labeled home pages, one from New York Times and the other @biN . The features on which the dotted
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Figure 4: Likelihood values for the rst three levels in thea®ington Post partition tree for (a) Category News concept
and (b) Taxonomy News concept

lines are anchored on the horizontal axis were determinbd tmportant for the category news concept. Observe in Eigur
3(b) that usage of structured/unstructured feature etidracesults in identifying more relevant concept featuhes using
a model based solely on words as features (Figure 3(a)).
We utilize P (fijc ) to compute the probability of a node, with a set of featdredeing an instance of a concegpt
We use a Bayesian method. Speci cally, by Bayes theorem,

P(¢) P(Fjg)
P(F)
Assuming an uniform prior over concepts in any partition gymbring the ternP (F ), which is independent of any concept,

computingP (¢ jF) reduces to computing the likelihodF jc; ). A multinomial distributior?, that takes into account the
weights of the features, is used to model the likelih®dé jc; ). Formally:

P (6 JF) =

N ! YR
N Pt
1Pk e fir Pk i=1

PGIF) | (§;

P
whereNg denotes a normalized number of features Badp, denotes the scaled valuef ., such that | N¢,;p, =

Nr . The probability of any featurls in F which is not present ifryain  iS computed fronP (fjc; ) with tilL N, :p, Set
to zero.

2.4 Concept Detection

The objective now is to use the learned Bayesian model tdifgemlabeled conceptinstances in the partition tree ofa n
HTML document. A straightforward approach is to: (i) compthe likelihood for each concept at every node, (ii) collect
all nodes whose likelihood values are greater than a cete&shold, and (iii) select from among them that node with th
maximum likelihood value as the concept instance. If theeer® nodes with likelihood values above the threshold then
the concept does not exist in that document. But this sittipBpproach lacks mechanisms to cope with false positinds a
ambiguities. The latter problem is caused when the sameisdide maximum likelihood node for different concepts.

We propose a two-step process to unambiguously label nedesaept instances. In the rst step we generate a set of
candidate nodes in the partition tree for every concepthénsecond step, we use a nogglartite graphbased technique
to produce a set of unambiguokisoncept €), node () i pairs. EacHx; ni pair means that the subtree rooted under the
noden in the partition tree is an instance of the conoept
Candidate Generation: Recall that structural analysis aggregates semanticaliyed items under a common node. A
consequence of this kind of aggregation is that the semaatitent of the subtree rooted at a node is: (i) “similar” te th

3This distribution has been shown to perform well in text gatezation
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Figure 5: Bipartite Graph between Taxonomy, Category angbMdeadlines News and rst level nodes in Washington
Post partition tree. (a) Original graph, (b) Major Headéimesolved, and (c) Category and Taxonomy resolved

content in the subtrees rooted at its children, and (ii)fedént” from the content in the subtrees of its immediatdirsip
nodes. We can exploit this property to generate candidatesqi instances thus: A node is a candidate concept insifance
it's likelihood value is “close” to it's immediate childresind “distant” from it's immediate siblings.

As an illustration of this idea let us examine Figure 4(a) ém)d The gure shows the log likelihood values for the
category and taxonomy news concepts, respectively, inaht#ipn tree (generated form Washington Post's home page)
In both the gures, the unshaded bar in the center represkatsoot of the partition tree while the checkered bars, with
arrows at the top, represent tha children of the root, and the shaded bars represent therehifaf these rst level nodes
spread equally on either side of the corresponding chedkeeent bar. Nod&0 corresponds to the category news concept
instance while nod8 corresponds to the taxonomy news concept. Observe in Higaje¢hat the likelihood value for node
10is more closer to it's children than it's immediate sibling@lse checkered bars @nand11). On the other hand observe
also that in Figure 4(b) the likelihood value for notieis close to both it's children and it's siblings. What thispfies is
that nodelOis a good candidate for category news concept instance bdbontaxonomy news. Also note that nodé
is not the maximum likelihood category news concept nodesana simple maximum likelihood-threshold based method
would have failed in this case.

To de ne the notions “close” and “distant” we use two threlslso tn,, andtchig . We say that a node is “distant”
from its neighbours if the mean of the ratio of the deviatidrit's likelihood value from each of it's immediate left and
right siblings (if they exist) to it's own likelihood valus igreater thaty,, . Analogously, we say that the node is “close” to
its children if the mean of the ratio of the deviation of ifkdlihood value from each of it's children to it's own likélood
value is less thatyiig -

Based on these two thresholds we can generate the set oflatandiodes for a conceqt as follows: Letnbr(pk)
denote the set of immediate left and right siblings ahdd (px) denote the set of children of nogg. Also letm(pk)
denote it's multinomial likelihood value. Then the set ohdalate nodes fag; is:

Candidate(ci) = 1 pkjs't'Avq?H 2 nbr (px )j W]
>t nbr ;

and AV, ; child (py)J 7m(pﬁq)(p$(p°)j

<tchid g
Ambiguity Resolution: Since the same node can be a candidate for different conapfiguities can arise. We can
represent the association between concepts and candoidés as a bipartite graph — the set of concé€ptand the set
of candidate nodeB are the two disjoint sets of vertices in the graph. An edgeveenc, 2 C to px 2 P is created if
pkx 2 Candidate(c). Figure 5(a) shows the bipartite graph created by candigleeration for the taxonomy, category,
and major headlines news concepts for Washington Post'elpame.
The idea behind bipartite graph-based ambiguity resotusi@s follows: First we form the s&t for every concept; .

S;i consists of nodes that only matgh Now pick that nodegy in S; with the maximum likelihood value to unambiguously
represent an instance of the concept We remove all the other edges fragnto anyp;;| 6 k from the graph. This
computation is repeated until it is not possible to deriveraore 1-1 associations between concepts and partitiorsnode
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(a) (b)

Figure 6: (a) Los Angeles Times front page (b) Los Angelesdylbieadlines instance on a PocketPC Emulator

Figure 5(a) illustrates the initial bipartite graph betwemncepts and nodes. Nod&sl10, and13 are matched by
different concepts while nodg only matches the major headlines concept. Consequéniyuniquely associated with
major headlines and the edges from major headlin8s16, and13are deleted. The residual graph is shown in Figure 5(b).
In it, nodes10 and13 only match category news. Nod® is labeled as the instance of category news since its liketh
value is greater than that of nod8. Removing all other edges from category news yields thelvasigraph in Figure 5(c).

A unique association is trivially made between taxonomy$iand nod® and the computation terminates.

It should be noted that the formulation of our ambiguity tason problem is different from weighted graph bipartite
matching algorithms. Techniques for maximal matching oighved bipartite graphs, for instance the Hungarian Aldponi
[57], optimize the sum of the edge weights in the matchingwveler, we are interested in a maxinialambiguousatching
which may not correspond to the solution returned by thewipgd bipartite matching problem. Our notion of unambiguit
places more importance to an edge between a partition nddeely matched by a concept node even if its weight, as
determined by likelihood values, is low.

3 Practice

3.1 Semantic Bookmarks

Hand-held mobile devices such as PDAs and cell phones, wativders and processors embedded in them, are becoming
popular as Web browsing gadgets “on-the-go”. Howevery tlirited display size forces users to scroll tediously gsin
various buttons to view the desired content. This makes sirmpwith hand-helds a tedious and fatigue-inducing task.
Hence, adapting Web content so as to make browsing with hatt$ more ef cient is an important problem that has been
drawing serious research attention.

Initial approaches to adapting Web content onto hand-Héltis38, 40] placed the burden on content providers to
script Web pages speci cally for such limited display deasc More recent techniques [13, 15, 19, 69] propose hexsisti
for adapting the content of the entire Web page into hieieatistructures summarizing the content. While they ar¢equi
effective for exploratory browsing, there are many scersawhere the user repeatedly needs targeted data from speci
Web sites. Such periodic revisits usually signify the usarterest in certain speci ¢ content in these pages — egufier
may periodically browse news portals to read breaking néwsuch situations, adapting the content of the entire Weje pa
will require the user to repeatedly and needlessly navitfetesummary structure. On the other hand delivering focused
content constituting only the desired fragment of an eniige to hand-helds obviates the need for needless scrolling
thereby reducing stress and fatigue.

Bookmarks provide the user with direct access to pages ioamgespeci ¢, highly targeted content of interest. Tradi-
tionally, creating a bookmark amounts to saving the URL efplage while retrieval fetches the entire page. However, for
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adapting this operational aspect of bookmarks to handshilith limited display one has to focus exclusively on theéar
content. This requires associating with the bookmark bo¢htRL of the page as well as extraction expressions that when
applied to the page will retrieve the desired content. Sxghnessions can be realised ussygtacticcues surrounding the
target content in a page. However, syntactic expressi@kearned per page and are also brittle to structural vanaiin

the page. Thus, they are not only dif cult to scale acrossegduut are also hard to maintain over time.

We can overcome the above limitations using the notioseshantic bookmarksA semantic bookmark associates
content segments in Web pages, even from different Web, sifiéfs a “concept” from an application domain. In Figures
6(a), the rectangular portion on the leftmost column is ateince offaxonomynews while the elliptical portion is Blajor
Headlinenews instance. Note the similarity in content presentatietveen Figure 6(a) and Figures 1(a) and (b). For the
end user, creating a semantic bookmark amounts to merdhidiiging concept instances in a set of Web pages. Retrieval
of a semantic bookmark, on the other hand, means not onlgaixtg the concept instances from the Web pages used to
create it but also from any page in any other site (speci ethieyuser) where the concept can occur. For example, if thre use
creates the semantic bookmark\éjor Headlinenews from the front page of New York Times (Figure 1(a)) theshbuld
be possible to retrieve headline news items from Los AngElags front page (Figure 6(a)) also using this bookmark even
though Los Angeles Times was not used for creating the bodkm@bserve that in contrast to syntax-based solutions,
semantic bookmark extends to all those pages across sitesimilar content semantics, i.e. it is scalable. The ppies
of semantic annotation, described in the previous sectiame been directly applied to realise semantic bookmarkks [5
on hand held devices. Figure 6(b) shows the major headliees fragment of the Los Angeles Times front page on a
PocketPC hand-held.

3.2 Semantic Wrappers

Semantic bookmarks are used to model large homogeneoukshfinontent. However, often there is a need to extract
ne-grainedinformation from Web pages such as retrieving stock prices stories, product descriptions and their prices,
etc. This is especially true for e-commerce applicationsapiier-based techniques have been used for such ne-graine
information extraction from Web pages. However, due torthage-speci city and syntactic nature, wrappers are diftc

to scale across pages and are brittle to structural vamgtiothe page source.

The principles behind our learning-based annotation tigciencan be applied to desigemantic wrapperg/hich can
overcome the aforementioned problems. In our problem ftation, data extracted by a semantic wrapper is regarded as
an attribute value instance of a semantic concept. For ebeanapextract the restaurant names, addresses, and diestip
from the page fragments of LA-Weekly and Zagat Review shawfigure 7 we have to de ne Restaurantconcept
with attributesTitle, Address andDescription Given a Web page, our technique automatically organizesata logical
structure consisting of related content elements groupedsegments. Logical structures of a set of training Welepag
with manually labeled segments containing concept anibatér instances, are used to learn statistical models afequa
and their attributes. The feature space includes wordeptés the content as well their presentational aspects. For
instance, observe from Figure 7, a feature which captueesdpitalization of words is representative of restauranies.
When the wrapper is launched the corresponding Web paggimsvesl and organized into logical segments. The segment
corresponding to the concept instances are identi ed usiegconcept models and its attribute instances are locaigd a
extracted using the attribute models. Due to the use of abfeéatures for concept and attribute identi cation, seti@an
wrappers can be scaled across pages with similar conterstingiest For instance, a wrapper for extracting restaurant
descriptions learned from LA-Weekly reviews shown in Fegia) will also be able to extract descriptions from Zagat
reviews in Figure 7(b).

The feature space for semantic wrapper learning consisiasifuctured features, described in Section 2.2,synd
thetic features Like structured features, synthetic features also modedgntational constraints on the content. However,
unlike structured features, the constraints are not on Hvlisentational attributes such as link, text, and imagesmbu
stead on the characteristics of words and letters in theeobnFor instance, the featu@ontainsDigitschecks if the text
contains any digits or not. Similarly, the featurfCapitalsandNumWords0_10 check for capitalization of all the words
and word count betweeband 10, respectively, in the text. Synthetic features are usefutharacterizing short pieces
of text such as restaurant names, book titles, etc. The va|ygof a synthetic featuré; in a partition node is 1 if the
constraint is satis ed in the content associated witlOtherwiseny, . is 0.

Since synthetic features are boolean, we develop the conumgels with separate distributions for unstructured and
synthetic features. For test partition trees, the proligthl(c; jp) of a nodep being an instance of conceptis de ned as:

P(Gjp) = P(GJjFu;Fs) = P(GjFu) P(gjFs)
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() (b)
Figure 7: (a) LA-Weekly restaurant fragment, and (b) ZagatiBw restaurant fragments

whereF, andFs are the sets of unstructured and synthetic features résglgdh nodep, and we assume independence
between these two feature sets. Assuming an uniform disioitnfor P (¢ ):

P(cip) / P(Fujg) P(Fsjc)

As before, we use a multinomial distribution to model thelikood for unstructured features. A binomial distributis
used to model the likelihood of synthetic features:

iz\}st
P(Fsig) = P(fijg)"» (1 P(fijg)* "
i=1
wherens ., is 1if the feature is present ariotherwise.

Training sets with manually labeled instances of conceptkaitributes are used to learn the concept and attribute
models. These models are used to identify instances irtipartiees of test Web pages. Instances of concepts are etent
using the technigue of candidate generation and ambigestylution described in Section 2.4. Within this conceptinse
node, the attribute models are used to identify their irsgan A maximum likelihood approach does not often suf ce for
attribute identi cation due to the sparseness of their eahtis well as relatively close similarities. We develdprashold
based technique for more precise attribute identi catibhe technique is based on the observation that a threshafteon
relative deviation in the likelihood values from a mean isoadjindicator of an attribute instance.

The thresholds are learnt using a hold-out set, roughlytentt, from the set of original training pages. The models
for each attribute are trained from the non hold-out porthe training set. Given an attribugg, we de ne relative
deviationDev,, as:

Devai :(Ii i): i
where ; is the mean over the likelihood valuesaffor all nodes in the hold-out set present within conceptinsé nodes
andl; is the mean over the likelihood valuesa&ffor nodes which are its actual instances present within @gniastance
nodes in the hold-out set. During testing, a nadsithin a concept instance is identi ed as an instance;af:

(Va, ;) >Devy,

whereV,, is the likelihood value of; for n and ? is the mean over the likelihood valuesaffor all nodes within the
concept instance node. The node with the maximum deviatitaken as the attribute instance if multiple nodes satisfy t
Dev,, threshold.



Semantic Analysis 14

Major . . News Taxonomy
News Headine | Category | Taxonomy uversty pT A [P A
Portal News Columbia X X X X
P A P A P A Rutgers X X X X
New York Times | X X X X X X Queens College | X X X X
CNN X X X X X X Univ of Minnesota | X - X -
Washington Post | X X X X X X NCSU X X X X
Zdnet X - - X X NYU X X X X
CNet X - - X X Southern Methodisf X - X X
Citizen Online X - X X X - Stanford X - X X
Sun Suntinel X - X X X - uluc X - X
San Antonio News| X - X X X X Virginia Polytechnic| X X X X
USA Today X X X - X X X=6 X=8
ETawanNews | X | X | x| - | - | - Total 01 |10 =
Financial Times | X X X X X X Recall (%) 60.00 80.00
ABC News X X - - X X Precision (%) 100.00 88.89
MSNBC X - X X X (b)
Houston Chronicle| X X X X X Travel Deals Taxonomy
Chicago Sun Times X - X X X X Site P A P A
Yahoo News - - X - X X Expedia X X X X
Telegraph India | X X X X - Hotwire X - X X
Independent UK | X X X X X Orbitz X X X X
Los Angeles Timeg X X X X X Priceline X X X X
Capital Times X X X X X X Yahoo Travel| X X X
Total 19 | X2 a7 | X2 10 | XY Total s | X235 | X0
Recall (%) 63.16 70.59 68.42 Recall (%) 60.00 100.00
Precision (%) 85.71 85.71 81.25 Precision (%) 75.00 100.00
() (c)

Table 1: Experimental results on (a) News sites, (b) uniseh®me pages, and (c) travel sites

4 Evaluation

4.1 Semantic Annotation

We implemented a prototype system based on the techniqeesiltkd in this paper. For our preliminary experiments
we picked: (i)the news domain with (commonly occurring) ceptsmajor headlines, categoyyandtaxonomy newsii)
university portals with conceptsiversity-related newanduniversity-related taxonomyiii) travel portal with concepts
hot dealsandtravel-related taxonomy

Each Web page was transformed into an unlabeled partitt@ia structural analysis. The weighted (structured and
unstructured) features were extracted at every node irntrhgs For training we picked the home pages of New York Times
and CNN for the news domain, the home pages of Columbia angeRutiniversity for the universities domain, and the
home page of Expedia for the travel domain. The conceptsaajmggein these example pages were manually identi ed and
accordingly labeled. Thig,, andtcng thresholds were computed by analyzing the likelihood vabfehe subtrees of the
children and siblings of nodes labeled as concept instandég partition trees of the example pages. The trained taode
were used to detect concept instances in all of the remapdggs in our data set. The results are summarized below.

Table 1 summarizes the recall/precision gures over théseet domains. AXin the P Presen} column indicates
presence of a concept whiledenotes it's absence. Rin the A (Annotatior) column indicates correct identi cation while
and denote incorrect and no identi cation respectively. Aleitti cations were manually validated. Recall (yield of
annotation) is de ned a% while precision (accuracy of annotation) is de ned;@\éf—ﬂ\.
The consistent presentation of taxonomic concepts acrelsites is re ected in their high recall values. On the other
hand the concepts major headlines, university news, amdltdgals exhibit, to some degree, varying presentatiars fr
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Figure 8: (a) Effect of Feature Extraction on Performangeefbect of Bipartite Resolution on Performance

site to site and hence suffer from low recall values. Stmadtieatures play a dominant role in identifying major héae
and university news concepts. The high recall/precisioritfese concepts validates the importance of structuralfes.
These results appear to indicate that our ideas on feattnacérn, learning statistical models, and concept deteatan
be seamlessly blended together to identify concept instanith high recall/precision.

In our experiments we measured the impact of using the mixsfructured and structured features, and the effect of
ambiguity resolution on recall and precision. We combirexthH and precision metrics into a single measure, nantedy, t
f-measuredy taking their harmonic mean. The results of these experisnéor all the concepts in the three domains, are
summarized in Figure 8(a) and (b) respectively.

Figure 8(a) shows that the mix of structured and unstrudtteatures (shaded bars) is signi cantly superior to using
only words as features (checkered bars). In the travel doswggestive words like “travel”, “hotel”, “cars”, etc. scd
to identify taxonomic instances. Hence words alone as featare adequate. In the news domain quite a few critical
words (e.g. “business”, “national”) appear in both catégand taxonomic concepts causing ambiguity. So structural
features, capturing the different presentation styleh@$¢ concepts, become necessary for disambiguation. uneRagb),
the checkered bars represent performance when only themaaxlikelihood node is used for identi cation. Observe the
signi cant improvement with ambiguity resolution espdlsign the news domain where high degree of ambiguity is pmese

4.2 Semantic Bookmarks

The objective of our experiments was to compare semantikrbacking against normal browsing for focused content re-
trieval in hand-held devices. To this extent, we have cotma&d on ajuantitativeassessment of our semantic bookmarking
technique. We measured two metrics — time and 1/0 gestussstgps) users need to complete a set of focused browsing
tasks with and without semantic bookmarking. These metviee measured in a PocketPC emulator which simulates a
hand-held browsing environment. Instead of a pen or a nawigautton, users perform the vertical and horizontaltshif
operations in the emulator browser with mouse clicks on thelator button. Figure 6(b) shows such an emulator.

Concept instances are identi ed in training pages by madnusdvigating their partition trees and locating the cor-
responding nodes. The test Web pages used in the desktopregpewere loaded up into the emulator environment.
In addition the content of the concept instances identi gdolr learning algorithm were converted into HTML. Images
present in the original Web page were preserved in the HTMiversion while scripts were removed. This HTML conver-
sion corresponds to retrieving the semantic bookmark amdieréng it on the hand-held's Web browser.

Both the test Web page as well as the bookmarked contenteedirtom the test page were loaded into the PocketPC
emulator. Evaluations were conducted on these loaded pages
Subjects, Domains, and TasksWe usedlO subjects as evaluators. The subjects were chosen basediofathiliarity
with handheld devices. Each of them had used at least onéhblhdevice, usually a cell phone, for over a year. All the
subjects were computer science graduate students who amrfertable with our test setup.

We selected the news domain and the travel domain for evatualhese two domains possess dynamic content and
are also quite popular among Web users. Prior to the expatjritiee subjects were made familiar with the layout of the
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New York M1 On what did counter-terrorism c1 Is British Open being
Times of cials blame 9/11? discussed in Sports?
CNN M2 Who_ is the Iraqi police co Is_AT&T Wir.eless peing

brigadier general? discussed in Business?
Washington M3 Where was the Taliban c3 Is Martha Stewart
Post suspect imprisoned? being discussed in Business?
Financial M4 Why did Clarke blame ca Is IBM being
Times Bush for dereliction of duty? discusse in Business?
Houston M5 What will Texas roadsides turn cs5 Is Disney being
Chronicle into in May and why? discussed in Business?
What did the leader of Is Harmison being
Independenf M6 the train drivers union say? 6 discussed in Sports?
Los Angeles M7 How old was Frank Del Olmo c7 Is Dean being
Times when he died? discussed in Sports?
Capital What did Doug Moe Who struck
) M8 Cc8
Times stumble upon? work?
Summarize the Iraq war news Summarize Baseball news
i M9 from CNN, Los Angeles Times co from Sports in New
New York Times, and York Times, Capital Times,
Washington Post and Washington Post
i M10 What is every Major Headline on?Clo Cpunt all the articles
in Category News

Table 2: (a) Major Headlines News Concept Questions (b)doayeNews Concept Questions

content in the pages chosen in the two domains. This confturthe notion that that users bookmark content from familiar
and frequently visited pages.

Subjects were given a questionnaire and their task was wearis w.r.t the information content in test page and
the bookmarked content loaded in the hand held. The tasks @reided into three categories with increasing levels of
dif culty:

Answering questions from single Web pages.
Answering questions that require comparing informati@mfra set of Web pages.

Answering questions that require exhaustively readingetréeved bookmark from all of the Web pages.

The motivation behind this gradation of tasks was to evaltla effectiveness of semantic bookmarking for compreingnd
information not just from a single page but from a collectidipages in the same domain.

We used the front pages 8hews portals as the test set for our experiments on the nawaidoln each of these pages,
we identi ed two semantic concephkgajor Headlines NewandCategory NewsThe content in these concept instances are
very dynamic in nature and as such are suitable to be booladaikvo front pages, one each from New York Times and
CNN, were used for training purpodedable 2 shows the tasks for the concepts in the news doméai.r$t column in
each concept's table corresponds to the task number, wtelegcond column is a news site, and the third column is the
question which has to be answered from the front page of tfeeihsthe test set. The rsB tasks for both the news concepts
are single page questions, while ques®aompares four Web pages, and the last question is exhairstiagure.

The front pages of Expedia, Priceline, and Orbitz were usedvaluation in the travel domain. The semantic concept
of Travel Deals which shared the dynamic content nature of the news coscepss used for bookmarking. An Expedia
front page was used for training this concept. Figure 9(ajvstthe tasks in the travel domain for this concept. Question
D 1;D2, andD 3 are single page questions, whidel is across pages, and answerd§ requires exhaustive enumeration
of all the deals in all the three pages.

4The pages used in the test set for these two sites were diffiecen the training pages.
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D1 | Expedia| Isthere a deal to Florida?

D2 | Orbitz | Isthere adeal to Florida? 50 o enTaps o, B X 798
D3 | Priceline| Is there a deal to Florida? f ] Pen Taps with Bk,
D4 - What is the cheapest deal a0 0 Time w.0. Bk.
to Florida among Expedid $  Time wih Bk
, Orbitz, and Priceline? £, i
D5 - How many deals there arg? N 236 2.1
(@) S0 174
Web Deals T | ' 154
Page Pen Taps Time (secs.) s 10k
No Bk. | Bk. | % Red.| No Bk. | Bk. | % Red. I 59 a1 s
Expedia| 16.2 | 5.1 | 6852 | 30.8 | 14.6| 52.60 . 2 H Al S
Orbitz 30.1 3 90.03 41.3 | 17.8| 56.90 D1 D2 D3 D4
Priceline| 21.1 | 5.4 | 74.41 342 | 12.5| 63.45 (b)
(€)

Figure 9: (a) Travel Deals Concept Questions (b) Pen TapsTand required, with and without Semantic Bookmarks,
for answering Questions D1 to D4 (c) Pen Taps and Time reduivih and without Semantic Bookmarks, for answering
Questior ~~
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Figure 10: Time taken, with and without Semantic Bookmafisanswering the questions in (a) Major Headlines News
Concept, and (b) Category News Concept

Each subject was required to answer all #2&juestions from the news domain as well as all3lggiestions from the
travel domain. In order to smooth the effect of the order gfezimentation, each & randomly chosen subjects answered
the questions rst with and then without semantic bookmagkiThe remaining subjects carried out the experiments in
the reverse order. Moreover, for each subject, a time gapdalys was observed between answering the rst and second
sets of questions. Since we did not discern any noticealfereiice between the two groups of subjects, i.e. those who
evaluated rst with semantic bookmarks and those who evatlast without semantic bookmarks, the results shown in
the following subsections are averaged over alltfbesers.

Results on Time: Figures 10(a) and (b) show the time taken, averaged ovérelldsubjects, to accomplish the rst nine
tasks in theviajor Headlines NewandCategory Newsoncepts respectively. In both the gures, the shaded arespond

to time taken without semantic bookmarking while the chee#tdbars correspond to time with semantic bookmarking of
the corresponding concept. The numbers do not includentetiiken to load up the pages in the emulator browser since
we were concerned only with comparing the information caghpnsion times between the two approaches. For the same
reason, the numbers do not include the (insigni cant) tieguired to compute the semantic bookmark also.

Observe the signi cant decrease in time with the use of seiméookmarking for both the concepts. For thiajor
Headlines Newsgoncept this decrease ranges fr8th36%in M 5 to 2:2% in M 4 with an average decrease 41:37%
over the rst eight tasks. In th€ategory Newsoncept this decrease ranges fr822%in C4 to 6:25%in C7 with
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Figure 11: Number of Pen Taps required, with and without Sgim&8ookmarks, for answering the questions in (a) Major
Headlines News Concept, and (b) Category News Concept

Web Major Headlines Category
Page Pen Taps Time (secs) Pen Taps Time (secs)
NB | B | %R | NB| B | %R | NB| B | %R | NB| B | %R

New York

o | 162] 40| 75.3| 325 12.9 60.31| 29.4| 14.6 50.34 545| 35.9| 34.13
CNN 77 | 20| 739| 103| 50 | 515 | 16.7| 54 | 67.7 | 28.6| 17.6| 38.4
Waiho'gfton 20.0| 9.4| 53.0| 39.1| 22.6 42.2| 19.1| 6.0 | 68.6| 40.1| 17.1| 57.4
F'T”i"r"nngs'a' 17.3| 86| 50.2| 41.3| 23.1) 44.1| 15.1| 3.8 | 74.8| 26.8| 12.2| 545
Houston | o011 39| 84.4| 50.7| 23.9| 52.9| 14.3| 10.2] 28.7| 31.6| 25.0| 20.9
Chronicle
Independent 10.4| 4.0 | 61.5| 19.0| 9.1 | 52.1 | 14.0| 4.3 | 69.3 | 21.8| 12.8| 413
Loiﬁg‘gse'es 18.6| 9.9| 46.7| 30.8| 19.4 37.0| 24.7| 11.5| 53.4| 45.6| 26.2| 425
CTf‘rﬁg";" 21.7| 40| 81.5| 27.5| 10.9 60.4| 17.8| 9.0 | 49.4| 21.8| 13.3| 39.0

Table 3: Exhaustive Question (M10 and C10) for News Domaindepts

an average decrease48:53%overC1 to C8. For the cross page questiom,9 andC9, there are decreases @.80%
and67:77%in time respectively. The decrease in times, for both thecepts, varies between sites due to the difference
in layout styles among them. Thus, while the layout of majeadiines news in Financial TimeM @) facilitates easy
browsing even without semantic bookmarking, the complgrua of the Houston Chronicle major headlines netss)
provides evidence of the usefulness of semantic bookmgrkiar most of the tasks in Figures 10(a) and (b),Gla¢egory
Newsconcept times are less than the corresponding timédajor Headlines News This is due to the organization of
category news into subcategories which makes informatioess easier. The time portions in Table 3 show the effect of
semantic bookmarking for the exhaustive questidnk0 andC10. Averaged over all the eight sites, the decreases in time
are50:05%and41:02%for Major Headlines NewandCategory Newsespectively.

Similar decreases in time are also observed for the taskgeteto theTravel Dealsconcept in the travel domain
as shown in Figure 9(b) and (c) (time portions). The incrdaseerage decrease in time oW2f, D2, andD 3, 84:5%,
compared to the news domain is due to the very complex layiaofarmation with forms and search boxes in travel front
pages.
Results on I/O: Figures 11(a) and (b) show the decrease in I/O gesturepgretaps, averaged over all thesubjects with
the use of semantic bookmarking in the news domain Magor Headlines Newsghis decrease ranges fr@.32%in M 5
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Web Total | HTML + Img. | HTML Major Headlines Category
Page (KB) (KB) (KB) | (KB) | % Red.| % Red.| (KB) | % Red.| % Red.
Ni‘i"’mgk 186.5 184.9 712 | 45| 9755| 9364 | 14.2| 92.32 | 80.07
CNN 200.9 133.2 520 | 7.1 | 94.67 | 86.60 | 14.9 | 88.80 | 71.84
Waspho'gfton 439.7 416.9 97.9 | 1185 7157 | - 29.7| 92.87 | 69.66
F'T”i"r"n”ecs'a' 194.2 121.4 533 | 43.1| 6454 | 19.19| 13.2| 89.09 | 75.18
Houston | o7 186.5 69.1 | 34.3| 81.64| 5043 | 9.2 | 95.06 | 86.67
Chronicle
Independent 85.9 72.4 250 | 2.3 | 96.88 | 91.26 | 4.4 | 93.89 | 82.88
Loiﬁrz‘g’:'es 139.7 104.1 80.0 | 23.3| 7758 | 70.83| 20.1| 80.66 | 13.77
Capital | 446 4 100.1 189 | 41| 9590 | 78.30| 70.9| 29.16| -
Times

Table 4: Bandwidth Savings from Semantic Bookmarks in thee®NBomain Pages

t0 9:52%in M 7 with an average decrease@3:11%over the rst eight tasks. Similarly, fo€ategory Newshe decrease
ranges fromB2%in C4 to 2253%in C7 with an average decrease@:78%overC1 to C8. The cross page questions,
M 9 andC9, have decreases 8¥:34%and74:94%respectively. Table 3 shows the decrease in pen taps foxtiaustive
questiongM 10andC10. Averaged over all the eight pages, there are decreas¥#s8§%and57:78%for M 10andC10
respectively.

The average decrease in pen taps foflitaerel Dealsconcept, as shown in Figure 9(b), ow&t, D 2, andD 3is around
91:87% Similar decrease in pen taps are also observed for the paggsquestiol 4 and the exhaustive questi@b as
shown in Figure 9(b) and (c) respectively.

Results on Bandwidth: In a mobile hand-held environment, the bandwidth of the & network poses constraints on
the amount of data that can be transmitted. Table 4 sumnsapize ndings on the bandwidth savings which could be
accomplished by the use of semantic bookmarks. The rstroalin Table 4 indicates the front page of the Web site, the
second column shows the total number of bytes including eésascripts, and plain HTML for that page, the third column
(C3) shows the total number of bytes without scripts, and thetfocolumn C4) shows the total number of bytes without
images and scripts. The rst colum@{) in each news concept shows the number of bytes, includiagé®s but excluding
scripts, for that concept instance in the corresponding pégfe. The second column in each news concept shows the %age
reduction ofCs overC; while the third column shows the %age reductioiCgfoverC,. Observe the signi cant reduction

in bandwidth in most of the pages and across both the coneegptswhen semantic bookmarks with images is compared
to original Web page without images. This indicates thetutilf semantic bookmarking, from a hardware perspective, f
focused repetitive browsing activities.

4.3 Semantic Wrappers

Semantic Wrapper Learning: We evaluated semantic wrappers on two datasets: (a) the &kl Restaurants and
Zagat's Guide from the RISE data3end (b) Book pages from Amazon and Powell Web sites.

The LA-Weekly dataset containé®B HTML restaurant pages, each containing multiple records|enthe Zagat's
Guide dataset contain€@d HTML pages each with a single restaurant item. We de ned aasgit concept oRestaurant
with the attributesTitle, Description andAddressfor wrapping restaurant names, descriptions, and addre3sble 5(a)
shows the extraction results with training from Zagat Regi@nd testing on LA-Weekly while Table 5(b) shows results in
the opposite direction. The columiis |, andC respectively denote the total number of instances of thidate present,
the number of instances identi ed by the wrapper, and the lmemof instances correctly identi ed by the wrapper. The

rst column Tr denotes the number of training pages used to learn the wraPpecision Pr:), |9 and recall Re’), %

Shttp:/www.isi.edu/info-agents/RISE/index.html
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Tr Title Description Address

T | C Pr. Re. T | C Pr. Re. T | C Pr. Re.
10 | 159 | 57 | 48 | 84.21| 30.18| 159 | 155| 133 | 85.81| 83.65| 159 | 105 | 100 | 95.24 | 62.89
30| 159| 44| 40| 90.91| 25.15| 159 | 169 | 145 | 85.80| 91.19| 159 | 123 | 118 | 95.93| 74.21
60 | 159 | 45| 43 | 95.56| 27.04| 159 | 170 | 147 | 86.47| 92.46| 159 | 123 | 120 | 97.56| 75.47
89 | 159 | 49 | 47 | 95.92| 29.56| 159 | 176 | 154 | 87.50| 96.86| 159 | 122 | 118 | 96.70| 74.21

CY)
Ty Title Description Address
T I C | Pr Re. | T I Cc | Pr Re. T I C Pr. Re.

7 (91|79|79|100| 86.81| 91| 76 | 76 | 100 | 83.52| 151 | 104 | 104 | 100 | 68.81
14191 (85|85|100|93.41| 91| 86| 86| 100 | 94.51| 151 | 107 | 107 | 100 | 70.86
2119179191 100| 100 | 91| 88|88 | 100| 96.70( 151 | 111 | 111 | 100 | 73.51
2819119191 |100| 100 [ 91|91|91|100| 100 | 151 | 121| 121 | 100 | 80.14

(b)

Table 5: (a) Training on Zagat Reviews and Evaluating on LAeWy Restaurants (b) Training on LA-Weekly Restaurants
and Evaluating on Zagat Reviews

Ty Title Author
T | C | Pr. Re. T | C | Pr. | Re.
4 | 76| 76| 76| 100| 100 | 76| 76| 76| 100 | 100
6 | 76| 76| 76| 100| 100 | 76| 76| 76 | 100 | 100
10| 76| 70| 70| 100| 92.10| 76 | 76 | 76 | 100 | 100

()
Ty Title Author
T | C Pr. Re. T | C Pr. | Re.
4 | 200| 153 | 153 | 100 | 76.50| 200 | 200 | 200 | 100 | 100
6 | 200| 176| 176 | 100| 88 200 | 200 | 200 | 100 | 100
8 [ 200| 190| 190 | 100| 95 200 | 200 | 200 | 100 | 100

(b)

Table 6: (a) Training from Amazon and Evaluating on Powdd)sT(raining from Powells and evaluating on Amazon

were measured to evaluate the effectiveness of our technNate that, while precision of extraction is high for alteh
attributes in Table 5, the recall faitle is low. This is because a synthetic feature suchliZapitall etterswhich checks for
capitalization of all letters in every word was not used iis #xperiment. When this feature is not needed, as in Tablg 5(
the recall is considerably higher. Observe from both Takdg &nd (b) and the uniformly high precision and the incréase
recall with more training.

The Book dataset containd@ pages from Amazon.com with a total 200records an® pages from Powells having
76 records in all. A concepBookwith the attributesTitle and Authorwas de ned to wrap the data. The only synthetic
feature used in this domain wakimwords0_10 which denotes whether a text has betw8ea 10 words or more. Table 6
shows the results in this domain. Observe again the highgioacand recall values in both the tables.

Semantic Wrapper Maintenance:In order to evaluate the effectiveness of content semaintiogintaining wrappers over
time, we collected historical pages B&ites from the Internet Archifetrained semantic wrappers for each of them, and
evaluated the wrappers on current version pages of these gitl the current version pages are signi cantly struatiyr
different from the training history pages.

Table 7 shows the results of the experiment. The colummB andTr:R denote the number of training pages and
the total number of records in them respectively wilgP denotes the number of test pages. Titles and authors were
extracted from Amazon and Powell pages while titles andegnigere extracted from the BestBuy, Of ceMax, and Walmart
pages. The synthetic feature used in the rst two datasetssNuemwords0_10 while the featureContainsDigitsand
ContainsDollarwere also used in the remaining three datasets. The higlsjgmeand recall of extraction demonstrates the

Shttp://www.archive.org
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. Title Author Price
Site TP TER | TSP — T T Pr. Re. T [ C Pr. Re. | T C Pr. Re.
AmazonBooks 10 | 100 | 10 | 100 | 104 | 89 | 8558 | 89.00 | 100 | 104 | 88 | 8461 | 8800 | - | - | - - -
PowellBooks 10 | 1200 | 15 | 150 | 152 | 147 | 96.71 | 98.00 | 150 | 152 | 150 | 98.68 | 10000 | - | - | - - -
BestBuyComputers| 3 12 5 21 | 21 | 21 | 10000 | 10000 | - - - - - 13 | 21 | 13 | 61.90 | 100.00
Of ceMax_Copiers | 3 30 5 50 | 43 | 43 | 10000| 86.00 | - - - - - 50 | 50 | 50 | 100.00 | 100.00
WalmartCameras | 2 7 6 79 | 74 | 74 | 10000| 9367 | - - - - - 72 | 72 | 72 | 100.00 | 100.00

Table 7: Evaluating Wrapper Repair on 5 sites

effectiveness of semantics-based techniques for buildibgst wrappers.

5 Related Work

The principal areas related to the problem addressed irptper are the works in partitioning Web pages into tree-like
structures, semantic analysis of Web content, and wralpased targeted data extraction from Web pages. The redaijon

to work in content adaptation for mobile hand-held devicewall as text categorization techniques and schema matchin
is also described in this section.

Partitioning: Web page partitioning techniques have been proposed fatiadacontent onto small screen devices [10,
12,13, 14, 15, 19, 48, 75], content caching [61], Web paganitey and data mining [7, 73, 74], Web search [76], schema
extraction [21, 72], and displaying content in a browsei.[30nlike our approach, these works do not associate content
semantics with consistency of presentation style andadatiality — the key to inferring the logical structure of age
organized around its content semantics. Semanticallyegtitems are more accurately identi ed and aggregatediege

at various levels of granularity by content analysis basethis idea. Learning salient features of partitions cautitig
such aggregated items enables users to create and retnieriact semantic bookmarks which precisely correspond to
the desired content. The idea of learning features of Wele gagments was recently explored in [66]. Apart from the
difference in the application scenario — data cleaning 6] fgjainst our semantic annotation — their learning setlioes

not utilize the presentational aspects of the content. Témiwm [64] explored using the visual placement of links onbB/\Ve
pages as a feature in classi cation. But the fundamentédihce between our work and all the above works is that we
tightly integrate the logical structure of Web pages withitéee learning. It is this tight coupling that facilitatelenti cation

of the more distinguishing characteristics of conceptsaie leading to the creation and retrieval of semantic baoks
with a high degree of precision.

Semantic Web: Recently, a number of research works related to enablin§é&meantic Web by enriching Web documents
with semantic labels have been reported. In [33, 34, 35, 8@pful ontology management systems form the backbone of
tools that support interactive annotation of almost any HTddcument. In [25], a system for bootstrapping the Semantic
Web is discussed whereby a large knowledge base is usedate @e initial corpus of annotations. In their vision, this
initial corpus would spur semantic web application develept which in turn would encourage content providers toterea
more annotations. [32] describes an approach where doméifogies are used alongwith classi ers and extractors for
semantic annotation. While the types and features of metakéracted in [32] is considerably richer than [25], theteyn

still depends on ontological support for their completentileation. Similarly, [58] describes a linguistic analgsbased
technique for automatic annotation with respect to a givemain ontology. In contrast to these, our focus is aeaable
annotation framework where the model of a semantic contegined from training examples, is used to automatically
identify it's instances in new documents. Consequently,framework does not depend on any extensive knowledge base
or ontologies to semantically annotate documents. Oniedognd knowledge bases have also been used for semantic
bookmarking via Semantic Web browsers [27, 59]. Howevethase systems, the user is con ned within the concepts
de nedinthe associated ontologies. In contrast, use ohimgdearning facilitates creation pérsonalizeéd-hoc semantic
bookmarks. Such a degree of personalization not only gigessuthe exibility to de ne their own view of semantic
concepts but also provides them with a transparent workatethen a desired concept does not exist in the knowledge
base.

Content Adaption for Hand-held Devices:Initial efforts at adapting Web content onto hand-heldgdedn WML (Wire-

less Markup Language) and WAP (Wireless Application Prolfofor designing and displaying Web pages [11, 38, 40].
That these approaches impose additional burden on Web pélgersito create separate WML content, led to work on
automatic adaptation of normal Web content onto small scdewices (see [4, 12, 13, 14, 15, 17, 19, 37, 69, 75]). These
works have focused on organizing the Web page into treetatesand summarizing its content. In addition to the dif-
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ference in the partitioning technigue (described abov® summary structures which they create are effective fdraad
exploratory browsing but can cause needless navigatiomwaheuser is only interested in targeted content. Our seman-
tic bookmarking technique only presents the desired infdion and, consequently, mitigates browsing fatigue chibse
needless navigation.

Wrappers: Wrapper-based data extraction has been a widely researgpied see [43] for a survey). They range from
hand-crafted and page speci c rules for identifying andieging the object of interest [6, 31] to machine learningmoels
dependent on HTML and other formatting instructions as jr2[j 47, 65] or pre-de ned templates as in [16] to automated
wrapper learning systems [42, 36, 56, 55]. The work in [1&dupattern mining algorithms to detect examples and learn
extraction rules with more automation. Their approach @igisegularities in document structure for pattern miniegis
resemblance to our technique. However, the extractioressprns learnt by all these works are syntactic and page-cpe

In contrast, semantic bookmarks and wrappers are resibestructural changes. As long as the features associatad wi
the bookmarked concept are suf ciently preserved in a Wedepthe content corresponding to the concept instance in the
page can be retrieved. Moreover, the scope of semantic baxdi&rand wrappers extend to pages drawn from different Web
sites that share a common application domain.

One of the earliest use of semantics in wrapper learning wd28] where a technique for separating individual
records [29] was combined with extraction expressionsiggkin domain ontologies. However, the record boundary
detection technique assigned pre-de ned semantics to HTddk and expected content to be scripted in conformance to
them. Furthermore, the extraction expressions in the ogyolvere manually crafted. In contrast, our technique da¢s n
depend on the semantics of particular HTML tags nor doesitnanually crafted ontologies.

Recent work on wrapper induction have focused on the use ohima learning for record detection and extraction.
Similar to ours, some of these works are targeted for implsithematic Web pages. The works in [23, 8, 3] address
the problem of automatic schema learning of template-drieb pages. In [44], record segmentation and identi cation
techniques combining information from “list” and “detalleWeb pages, which respectively display list of records and
detailed information for individual records, were desedbA non-probabilistic constrained optimization apptoas well
as a probabilistic technique using a variant of hidden markodels were described. The work in [68] used a combination
of site-invariant and site-dependent features for serosdfiiised wrappers. Similarities in content presentatioosa sites
was also used in [78] for automated parsing of forms in Webepad 78] formulates the problem as one of learning
preferential grammars which model the “hidden” syntax afrfs. Preference relations are used to model the ambiguity
between different form structures while grammatical paysielps in form understanding.

While the focus of all these works is similar to ours in addieg the problem of automated understanding of template
generated Web content, there are differences in technidumesprimary difference is that our technique, unlike thewah
works, does not require @llectionof pages sharing a common schema to learn the template. @itigpéng algorithm
analyzes each page independently and, hence, requiresftasso scale across different sites. Furthermore, oukwins
at the semantic understanding of any template generate@¥dgbinstead of specialized subsets such as tables in [d4] an
forms in [78]. Even though [44] does not assume any speciterjpretation of HTML tags, it relies on the organization of
contentin tabular format and the relationship betweemtstdetailed pages for semantic understanding. Semamitepts
are modeled as statistical distributions in our work andatpotentially be more scalable than non-stochastic afbresin
[3, 8, 23, 78]. The work in [77] is most similar to ours sincaittomatically detects records in template-driven Web page
While we use semantic content in the text, [77] relies onalisues and syntactic tree alignment for data extraction.

The susceptibility of wrappers to structural changes imr@@pages has been addressed in [20, 41, 45]. These works
rst detect that a wrapper has broken, by analyzing changpage structure or the information extracted, and themesct
the wrapper from manually provided or automatically ideatiexamples in the changed source. In contrast, our seggnti
based technique eliminates the need for wrapper veri catind re-induction. As long as the content semantics is not
drastically altered, the technique automatically exs#loe correct information.

Text categorization and Topic Detection:Learning a concept model from training examples and usiisgtiodel for de-
tecting instances in documents is closely related to worledin categorization techniques, including Bayesian ambres
[46, 49], and topic detection [2]. Excellent surveys on @as text classi cation techniques and their performanggear

in [62, 70]. The fundamental difference between the probiéisemantic annotation and text categorization is thatén th
former a single document can contain instances of multipfeeepts while categorization assigns a single concepmdcla
to the entire document. Consequently, unlike any work i ¢ategorization, in the annotation problem we will have to
infer the presence of multiple concept instances in a siHJI®IL document. Moreover our work is also concerned with
inferring thelogical organizationof a HTML document — the concept hierarchy — which is not adgsied in either text
classi cation or topic detection. Another noteworthy poaf difference is that text categorization methods do n@l@x



Semantic Analysis 23

the (presentational) structure of a document for induceadures (see [71] for a survey on feature selection in tergea
rization). We do not decouple the content of a document fitsnstructure and as our experimental results indicate such
coupling is critical for boosting the precision of concegmti cation.

Partitioning documents into distinct segments is reladaddrk on topic detection [2]. However, in contrast to typica
topic detection works on unstructured text, our techniguedyze semi-structured HTML documents where use is made of
their additional structural information.

Schema Matching: There has been signi cant research, including learningeldaechniques [24, 26], in schema integration
for querying heterogeneous XML data sources (see survéyHgivever, our technique works on HTML documents where
access to the underlying schema is not provided. Consdguantimportant focus of our technique dscovering the
structureof the page which is fundamentally different from schemaahiat.

To sum, in contrast to most work, our framework uniquely corab structural analysis, feature extraction, and statis-
tical concept detection to assign semantic labels to HTMtudeents with a high degree of precision and scalability.

6 Discussions

We presented a learning-based technique for bootstrajppimgcess to semantically annotate schematic Web pages usin
a set of labeled examples. The process is based upon dismp¥ke logical organization of the content followed by
extracting salient features of semantic concepts andtiseiin a Bayesian setting to identify concept instancesomhtrast

to ontology-based methods, our technique facilitates aracalable and automated approach to semantic undersyasfdin
content-rich Web pages.

Note that the use of content semantics for learning conceplets is necessary even when the schema or template
of the document is provided. In the presence of knowledgé®fthema, it is relatively straightforward to organize the
content of the page and will not require special algorithorsidgical structure discovery. However, this organizati®
purelysyntacticand is based upon the schema of the page.sEhganticannotation of structured content still requires the
help of ontological domain knowledge or learning-basedas#ius.

Our framework allows different kinds of features to be usddlevmodeling semantic concepts. Currently, we have
used unstructured, visual, and synthetic features as ptrédramework. It would be interesting to investigate tise of
other kinds of features while evaluating the effectiver@fsthe technique on domains which are less structured than th
ones we have worked with. In particular, developing moraxetl notions of feature equivalence would help in coping wit
differences in content presentation across sites in the skxmain.
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